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Abstract. The exponential growth in digital evidence has created

increased backlogs in forensic investigations, including cases involv-

ing Child Sexual Abuse Material (CSAM), where timely action is

paramount. To address this, we present a validated, cost-effective, AQT
and field-deployable triage solution to accelerate the identification of

previously unknown illicit content on-site. The system integrates a

secure, write-blocked Linux environment with a hybrid solution based

on the IPED forensic framework. It combines efficient hash database AQ2
filtering (NIST CAID, ProjectVIC) for known files with a lightweight
EfficientNetV2-B0 Convolutional Neural Network (CNN), optimized for

CPU processing via ONNX conversion, to classify unknown material,

including video frames. Evaluation on a test set of 41,931 images across

three classes (CSAM, porn, other) showed a global accuracy of 96.5%,

with a recall of 95.8% and a precision of 91.4% for the CSAM class.
Benchmarking confirms the system’s efficiency on legacy hardware, with

processing speeds of 30-60 images per second on standard CPUs. This

open-source methodology enables law enforcement to identify unknown

illicit content in near real-time, reducing analysts’ exposure to traumatic

material and supporting both operational efficiency and occupational

health.

Keywords: CSAM detection - deep learning - transfer learning -
CNN - digital forensics - triage

1 Introduction and Justification

Digital forensic laboratories face substantial challenges from rapidly increasing
data volumes, leading to case backlogs and delayed investigations [3,22]. In cases
involving Child Sexual Abuse Material (CSAM), immediate on-site intelligence
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about the presence of victims and offenders is essential [30]. Current detection
methods primarily rely on hash analysis with established databases such as Pro-
jectVIC and NIST CAID [18,19]. Although effective for identifying previously
cataloged material, these methods are unable to detect new, unknown, or modi-
fied content. Relying only on hash-based tools in the field risks overlooking evi-
dence of ongoing criminal activity or unidentified victims. Immediate detection
of unfamiliar material is critical for prompt investigative response.

Another challenge is the psychological distress from repeated manual expo-
sure to graphic content [5]. Automated tools serve a dual function by advancing
investigations and providing occupational safeguards for staff.

Shavers [25] defines forensic triage as processing computer evidence at the
crime scene to rapidly identify the most critical evidence before comprehensive
laboratory examination, while preserving forensic integrity. Although forensic
distributions such as CAINE, Tsurugi, and PALADIN are available, and AT use
in forensics is expanding [6,7], a gap remains: there is no system specifically
designed for on-site, open-source, low-resource detection of unknown CSAM.
This study addresses this gap by introducing a lightweight, field-ready Al plugin
for the open-source IPED framework that leverages a dual AI model combining
hash-based pre-filtering with deep learning classification.

2 Objective

The primary objective is to design and implement an integrated framework for
rapid on-site forensic analysis during crime scenes and search-and-seizure oper-
ations. The proposed tool employs a hybrid detection method, utilizing cryp-
tographic hashes for recognized datasets and Convolutional Neural Networks
to identify novel illicit material. The system targets at least 90% accuracy in
detecting illegal content while maintaining inference times suitable for practi-
cal deployment, specifically less than 50 milliseconds per image on CPU-only
systems.

3 Related Work and Scientific Gap

Digital forensic triage addresses the challenge of increasing file volumes by
enabling rapid on-site evidence verification [14,20,21]. The use of bootable Linux
distributions and custom scripts has enhanced field triage efficiency, with write-
blocking and evidence segregation remaining essential [2,26].

Evidence integrity is essential for admissibility [24]. Laboratories typically
rely on hardware write blockers, whereas field solutions frequently employ robust
software approaches enabled by open-source tools such as Linux. Disk encryption
technologies such as BitLocker pose challenges, though open-source tools like
dislocker provide support when credentials are available [4].

The IPED framework is an extensible forensic analysis tool developed by the
Brazilian Federal Police that includes data carving, hash set matching, and many
other features [12]. Many machine learning technologies for CSAM detection
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have shown great potential, but careful dataset management is needed to reduce
false positives [8,18]. Transfer learning [15,29] with lightweight models such as
MobileNet and EfficientNet enables accurate training with limited data [16,23,
28].

Despite these advancements, no device currently provides fully integrated
hash-based filtering and automatic Al classification for CSAM detection in a
portable, open-source, field-ready, and forensically robust format. This study
addresses this gap by introducing a validated hybrid approach that combines
both methods within a secure, deployable Linux environment.

4 Theoretical Foundation

Convolutional Neural Networks (CNNs), a core component of modern Artificial
Intelligence, work with grid-structured data, like images, by replacing traditional
matrix multiplication with convolution in at least one layer. Using learnable
kernels, these networks leverage parameter sharing and sparse connectivity to
efficiently capture spatial feature hierarchies, reducing the preprocessing steps
required by legacy algorithms. Typically, the architecture follows convolution
and pooling layers for feature extraction, followed by fully connected layers for
classification [17].

Transfer learning leverages knowledge from large source datasets to enhance
performance on smaller target datasets. The key insight is that learned fea-
ture representations capture domain-general properties transferable across tasks
[29]. Feature extraction involves freezing pre-trained layers and training only
new classification layers, whereas fine-tuning unfreezes higher layers and applies
reduced learning rates to specialize them. Data augmentation increases diversity
through random transformations, thereby preventing overfitting and improving
generalization [27]. Techniques such as dropout, batch normalization, and weight
regularization further reduce model complexity [10].

Data collection in forensic scenarios with imbalanced classes, such as CSAM,
presents significant challenges. Statistical metrics may be misleading, and models
often rely on predictions from the majority class [9]. Mitigation strategies include
weighted loss functions, stratified splitting, and balanced validation sets [11].

5 Methodology

The research uses Design Science Research methodology, combining rigor-
ous experimentation with practical artifact development. The dataset includes
395,340 images in three forensically relevant classes: CSAM (46,662 images from
Brazilian Federal Police known-illegal archives), Porn (130,933 NSFW images
from public datasets), and Other (217,745 benign images, system icons, and
software files). All CSAM handling followed strict ethical protocols: authorized
personnel only, air-gapped processing, encrypted storage, separation of deriva-
tive work, and full compliance with the LGPD [1].
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Data preprocessing included SHA-1 hashing to eliminate exact duplicates
and verifying image file integrity. To prevent train-test contamination, where
visually similar images appear in both sets, embeddings were generated from
a pre-trained CNN to identify visually similar groups, and entire clusters were
assigned to distinct sets (train, validation, or test). The validation dataset was
balanced to ensure the majority class did not overwhelm minority classes. The
final dataset distribution is presented in Table 1.

Table 1. Dataset Distribution

Class [Train |Validation|/Test |Total
csam (32,734 19,295 4,633 146,662
porn |108,555/9,295 13,083/130,933
other (184,235/9,295 24,2151217,745
Total|325,524/27,885 41,931/395,340

EfficientNetV2BO0 [28] was selected for its optimal balance between accuracy
and efficiency, offering a favorable tradeoff among ImageNet accuracy (78.7%),
model size (23 MB), and inference speed. These characteristics make it well-
suited for deployment on resource-constrained devices.

After dataset preparation and model selection, we implemented a two-stage
training approach. Stage 1 (Feature Extraction, 50 epochs) froze all convolu-
tional layers of EfficientNetV2B0 and added a new classification head with global
average pooling, dropout (0.4), and an output layer (3 units, softmax), training
only these new classification layers with a learning rate of 1 x 1073. Stage 2
(Fine-tuning, 50 epochs) unfroze the final 20% of the layers and applied a con-
servative learning rate 1 x 1075 to prevent catastrophic forgetting while enabling
task-specific specialization.

Given the dataset’s imbalance, we calculated class weights proportional to
the number of training samples per class. The weighting scheme employed the
formula w; = %, where total_samples = 325,524, Njagses = 3, and
count; represents the sample count for class i. This approach inherently penalizes
errors on minority classes (CSAM and porn) while reducing the penalty on the
majority class (other). Furthermore, an optional multiplicative parameter was
explicitly applied to the CSAM class weight to balance between forensic precision
(false positives) and detection recall (false negatives). In the training configu-
ration chosen for this work, a multiplicative factor of 0.8 was applied to the
base CSAM weight, resulting in final class weights of csam: 2.652, porn: 1.000,
and other: 0.589. This conservative weighting prioritizes forensic precision—
minimizing false accusations while maintaining high recall for unknown CSAM.

To ensure compatibility in CPU-only field environments, the trained model
was converted to ONNX (Open Neural Network Exchange) format using the
tf2onnx library in 32-bit floating-point, enabling inference without heavy Ten-
sorFlow or PyTorch dependencies while maintaining accuracy [13]. ONNX Run-



Author Proof

CSAM Detection via Lightweight CNN in Forensic Environments 5

time provides optimized CPU inference, and the final model size of 23 MB makes
it portable via USB.

5.1 Forensic Linux Environment Implementation

The proposed system integrates a secure, write-blocked Linux environment,
enabling both on-site and laboratory deployment. The bootable ISO environ-
ment, derived from Kali Linux, can be executed directly on the machine to be
examined by booting from a USB drive during field operations, or by an examiner
accessing a removed hard drive from another machine. The Live-Linux environ-
ment operates entirely in RAM, ensuring no writes to examined systems occur
without explicit forensic authorization.

The solution enforces write-blocking through several mechanisms. Auto-
mount services are disabled to prevent automatic drive mounting, and the
blockdev --setro command enforces read-only states at the block device level.
When analysts need to save samples to external devices during analysis, a dedi-
cated application enables controlled write access exclusively to external devices,
with a visual indicator (a red icon) signaling when write access is active. This
mechanism does not apply to the USB boot partition, thereby maintaining com-
plete analysis segregation.

To address memory constraints on legacy hardware, the system uses high-
throughput USB 3.0 external storage for swap and temporary file operations.
The bootable ISO is deployed on a drive with at least 8 GB of capacity, with the
remaining space forming an exFAT partition labeled IPED-TRIAGE. A startup
script automatically allocates a swap file on this volume, offloading volatile data
to prevent Out-of-Memory (OOM) failures on systems with limited RAM (e.g.,
4 GB). The USB 3.0 interface provides the necessary I/0 bandwidth for efficient
virtual memory paging, avoiding the latency bottlenecks of USB 2.0.

Detection and handling of BitLocker-encrypted volumes are automatic,
ensuring complete write-blocking. When BitLocker is in a suspended state, access
to the protected volume is direct; otherwise, the 48-digit BitLocker recovery key
or recovery password can be used to decrypt it, if provided. Windows Logical
Volume Manager (LVM) partitions and Virtual Shadow Copies (VSS) are also
supported, allowing recovery of deleted files present in backup snapshots but not
in the current system state.

5.2 System Integration and Hybrid Architecture

A key aspect of the system is the union of hash-based and Al-based detection.
Hash database filtering (Stage 1) enables high-speed execution (thousands of
hashes per second) and avoids the reprocessing of known and duplicate files. Al
resources focus on unknown content, and baseline intelligence comes from hash
matches. Al classification (Stage 2) optimizes computational load for unknown
files, achieving 95.8% CSAM recall on unknown content, directly addressing
the limitations of traditional hash-based techniques and maintaining forensic
interpretability through IPED integration.
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The forensic triage workflow proceeds through evidence acquisition (foren-
sically sound image from seized device) or live image initialization, case cre-
ation (IPED processes material through standard parsers), hash filtering (IPED
applies ProjectVIC and NIST CAID sets to pre-filter known files), automated
AT triage (CSAM detection plugin evaluates unknown images and video frames),
prioritization (creating bookmarks for hash hits and categorizing AT detections
according to the confidence level), manual verification (analyst reviews flagged
content), and report generation (forensic documentation with maintained chain
of custody).

6 Results and Performance Analysis

The training dynamics are in Fig. 1, which shows the evolution of training and
validation accuracy and loss over 100 epochs (50 epochs of feature extraction
and 50 of fine-tuning; not completed due to early stopping). The curves show
stable convergence without significant overfitting, with validation metrics closely
tracking training metrics throughout both training phases.

Model Accuracy Model Loss

Fig. 1. Training history showing accuracy and loss evolution over 100 epochs (with
early stopping). The two-stage training approach demonstrates stable convergence with
minimal overfitting.

Table 2. Test Set Classification Report

Class Precision Recall|F1-Score/Support
csam 0.914 0.958 10.935 4,633
porn 0.985 0.970 |0.977  |13,083
other 0.998 0.996 0.997 24,215
Macro Avg/0.965 (0.975/0.970 [41,931

Evaluation on a realistic class distribution (11.0% csam, 31.27% porn, 57.8%
other) across 41,931 held-out test samples yielded an overall accuracy of 96.5%.
The detailed classification report is in Table2. A 95.8% CSAM recall ensures
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detection of nearly all unknown illicit material in field scenarios, while 91.4% pre-
cision results in acceptable false-positive rates for forensic triage, where human
verification follows automated detection. Near-perfect performance on the other
class (99.8% precision, 99.6% recall) demonstrates strong discrimination between
innocuous and illicit content.

The confusion matrix (Table 3) illustrates the model’s performance on the
test set. As expected, there is a slight misclassification between the visually
similar CSAM and pornography classes, while the 'other’ class shows negligible
error rates.

Table 3. Confusion matrix for the test set

Predicted

CSAMPorn |Other
True|CSAM 4,440 167 26
Porn (357 112,696(30
Other |62 31 24,122

Table 4. Inference Performance on Various Hardware

System GPU CPU Img/sms/img
GPU Lab NVIDIA 5700 | Xeon Silver 4214(250 4
Moderate Quadro K2000Xeon E5-2630 |48.1 [20.82
Laptop None AMD 5300U 55 18
Legacy Laptop/None Intel i5-7200U |35 28.5

End-to-end inference performance, from image loading to classification out-
put, was evaluated across diverse hardware configurations, as detailed in Table 4.
The results confirm the system’s viability for field deployment: processing a typ-
ical seized device containing 100,000 images would require less than 60 min on
field hardware, enabling same-day triage. The system supports both still-image
and video content analysis by extracting frames from video files, enabling com-
prehensive multimedia analysis.

7 Discussion

The system achieved 91.4% CSAM accuracy on the test dataset, exceeding
the 90% target. The hybrid detection workflow effectively integrates hash pre-
filtering with deep learning classification. Advanced preprocessing techniques
prevent contamination between the training and test sets, and IPED integration
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enables seamless integration into the workflow. The portable forensic environ-
ment supports both field and laboratory deployment, with performance validated
across GPU, modern, and legacy CPU configurations.

This approach enables rapid triage during field operations, achieving 95.8%
recall for unknown CSAM and directly addressing investigative gaps. The system
processes 100,000 images in under one hour, facilitating same-day intelligence,
and reduces unnecessary Al computation on already-identified files through hash
analysis. The system also enables occupational health improvements for ana-
lysts through automated filtering, minimizing exposure to traumatic content,
reducing occupational stress and psychological impacts, enhancing retention of
specialized personnel, and supporting staff duty of care. Notably, possession of
CSAM constitutes a felony in most jurisdictions. By accelerating the identifica-
tion of illicit content, the system expedites investigations and may facilitate in
flagrante delicto arrests.

Limitations of this study include training restricted to 46,662 CSAM images
from the Brazilian Federal Police databases, which may introduce geographic and
temporal bias. Technical constraints involve video processing via frame extrac-
tion, uncertain performance on heavily compressed or altered images, and limited
support for transformation attempts. Operational constraints include the need
to modify BIOS settings to enable the Linux environment on some systems, the
lack of Secure Boot support, and the need for additional validation to ensure
legal admissibility in certain jurisdictions.

8 Conclusions and Future Work

This study developed and validated a practical, semi-automated system for
CSAM detection in resource-constrained forensic environments. By integrating
transfer learning, lightweight CNN architectures, and hash-based pre-filtering
within established forensic frameworks and portable Linux distributions, the
proposed solution addresses critical operational, occupational health, and inves-
tigative challenges in digital forensics.

When deployed at scale, the system has the potential to transform inves-
tigative workflows by reducing case processing times from months to weeks and
alleviating laboratory backlogs through rapid filtering. Beyond operational effi-
ciency, the solution improves investigative outcomes by enabling consistent field
triage and accelerating victim identification through the detection of unknown
materials. The methodology also prioritizes occupational health by minimizing
analyst exposure to traumatic content, and its replicability facilitates broader
international investigations.

Future research will focus on enhancing technical robustness, forensic utility,
and alignment with global standards. Planned developments include extending
the video architecture with temporal CNNs and creating models for Al-generated
CSAM and adversarial resistance. Additionally, leveraging the flexibility of the
IPED tool, a larger model based on the same dataset is planned for release to
support deployment on forensic workstations with GPUs.
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Two line charts compare
training and validation results
of a model over 75 epochs. The
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the blue line for training and
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Both start around 0.92
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performance improves
significantly, showing better
accuracy and lower loss for
both training and validation,
indicating effective learning
and generalization.
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