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Abstract 1

Large Language Models (LLMs) can automate parts of the intelligence cycle, but hallucina- 2

tions, context drift, and weak multi-hop reasoning make them unreliable for long context 3

analysis and reporting –especially when data cannot leave local infrastructure. We present 4

a six-stage pipeline modeled on the NATO Intelligence Cycle and guided by the 5W3H 5

framework, in which a supervisory agent coordinates specialized sub-agents for planning, 6

retrieval, analysis, and reporting. The main contribution is the Hierarchical Chain-of- 7

Density (H-CoD): the system builds a structural outline first, then refines density section by 8

section so that long reports stay information-rich without losing coherence. Outputs are 9

cross-checked through Multi-Agent Debate and Self-Consistency voting. On 25 analytical 10

tasks, the pipeline—running open-source models on consumer GPUs—outperformed com- 11

mercial baselines on factual accuracy, entity density, and reasoning coherence, pointing to 12

architectural design rather than model scale as the more effective lever. 13

Keywords: Agentic AI; Hierarchical Chain-of-Density; NATO Intelligence Cycle; Multi- 14

Agent Debate; System 2 Reasoning; Green AI; Decision Support Systems. 15

1. Introduction 16

Intelligence analysts in Open Source Intelligence (OSINT) and Cyber Threat Intelli- 17

gence (CTI) are drowning in data. Reports that used to take weeks now demand synthesis 18

across thousands of unstructured documents, and teams have not grown to match. LLMs 19

are an obvious candidate, but two problems get in the way. The first is technical. LLMs 20

hallucinate, and the problem worsens in long contexts where key evidence sits deep in the 21

input [1]. The lost-in-the-middle effect [2] shows that larger context windows do not auto- 22

matically mean better answers, and flat vector retrieval in standard Retrieval-Augmented 23

Generation (RAG) breaks down when queries require chaining facts across sources [3]. The 24

second is operational: in national-security settings, sending data to the cloud is not allowed, 25

so organizations rely on manual analysis. 26

This paper tackles both issues with a six-stage pipeline built around the NATO In- 27

telligence Cycle [4,14] and the 5W3H framework [13]. Planning and generation are kept 28

separate—a supervisory agent decomposes each task before handing pieces to specialized 29

sub-agents. Our main contribution is the Hierarchical Chain-of-Density (H-CoD), which 30
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applies iterative densification of Chain-of-Density (CoD) prompting [7] inside hierarchical 31

outlining of DOME [6]: outline first, compress each section on its own so global structure 32

survives while information per paragraph goes up. The pipeline also uses graph-based 33

retrieval [8] for multi-hop queries, Tree of Thoughts [9], Self-Consistency voting [10], and 34

Multi-Agent Debate [11]. All runs on open-source LLMs and consumer GPUs. In a 25-task 35

evaluation where four commercial LLMs acted as judges, our pipeline scored higher on 36

accuracy, density, and coherence—evidence that architecture matters more than scale, in 37

line with Green AI [12]. 38

2. Proposed Approach 39

We picked the NATO Intelligence Cycle as backbone [4,14]: Direction, Collection, 40

Processing, Analysis, Dissemination. Adding an Observation stage for input cleanup gives 41

six stages: Observation, Direction, Collection, Processing, Analysis, Reporting (Figure 1). 42

Each stage writes to a shared epistemic state object instead of forwarding raw text, so 43

structured knowledge accumulates across the pipeline. 44

Figure 1. Six-stage adaptive loop with shared meta-cognitive supervision, bidirectional feedback,
and persistent epistemic state.

2.1. Pipeline Overview 45

Observation turns free-form requests into formal requirements. It strips noise and 46

runs a zero-shot complexity classifier. Simple queries get a direct answer; only multi-source 47

problems enter the full pipeline. Output is a JSON contract specifying audience, scope, 48

format, and constraints. 49

Direction decomposes that contract via 5W3H into sub-questions assigned to retrieval 50

or analysis tasks. Collection queries three back-ends: relational (structured metadata), 51

vector (semantic similarity), and graph (entity relationships), and a Crawlers gateway to 52

bring data from OSINT probes. We ended up with this combination because vector-only 53

retrieval simply did not work for queries needing two or more reasoning hops [8]. 54

Processing prepare data for analnitycs. Analysis is where the real reasoning happens: 55

Chain-of-Thought (CoT) planning [16], Self-Refinement loops [15], and In-Context Learning, 56



under a meta-agentic supervisor that restarts sub-agents when intermediate results do not 57

match quality criteria. Reporting produces the final document via H-CoD (Section 2.2). The 58

knowledge base grows with each run, making related queries faster; a hit-rate deprecation 59

policy prunes stale entries. 60

2.2. Hierarchical Chain-of-Density (H-CoD) 61

Standard CoD prompting [7] works for short summaries but falls apart on longer re- 62

ports: densification packs entities into the first paragraphs while later sections drift or repeat. 63

H-CoD splits generation into two levels. A planning agent builds a Skeleton-of-Thought—a 64

section-by-section outline with target entity counts and scope constraints, drawing on 65

DOME [6]. Independent sub-agents then run CoD iteratively within each bounded section; 66

densification stays local but the global structure holds. Density is dynamically adjusted 67

based on supporting evidence and adjustable parameters. 68

Our ML model scores vectorial similarity to catch semantic drift, yielding hallucination 69

rates below 5% on →20 000-token documents, even from contexts exceeding 10M tokens. 70

3. Preliminary Evaluation 71

We challenged our pipeline across 18 complex tasks, including geopolitical risk as- 72

sessment, supply-chain mapping, threat actor analysis, technology trend forecasting, and 73

regional conflict scenarios — the kind of requests for which no single source or single-step 74

process would suffice — against three commercial LLM models. 75

The tasks were randomly split into three groups. Each group included one commercial 76

LLM and our model (UNB), competing to produce the best answer. The models that did 77

not participate in that round voted for the best response. The commercial LLMs used were: 78

OpenAI GPT-5.1, Gemini 3, and Claude Sonnet 4.5. Table 1 shows the results. 79

Match UNB Commercial LLMs Ties

GPT-5.1 x UNB 4 1 1
Gemini-3 x UNB 3 1 2
Claude Sonnet-4.5 x UNB 3 2 1
Total 10 4 4

Table 1. Match on 18 complex queries against three commercial LLMs judged via Multi-Agent Debate.

A limitation is that LLM-as-judge scoring is inherently subjective. Selecting the best 80

answer varies by perspective across multiple rounds; therefore, the relative overall ranking 81

matters more than absolute scores. Human review and automated metrics are planned. 82

All UNB tests used a NVIDIA DGX Spark and two RTX 4060 Ti GPUs, with open-source 83

models no larger than 70B parameters [12]. 84

4. Discussion and Conclusions 85

Our hypothesis is that the quality problems people associate with LLM-generated 86

analysis—hallucination, drift, shallow reasoning—are artifacts of monolithic, single-pass 87

use without structured methodology or control gates. Break the task into phases, give each 88

right tools, add a supervisor, and output quality goes up with smaller models. "H-CoD inte- 89

grates two concepts that, while effective independently, fail to achieve an adequate baseline 90

for our use case: CoD’s information packing [7] and DOME’s hierarchical planning [6]. 91

Intelligence reporting needs both to enforce coherence across documents." 92

Architecturally, the pipeline draws on CoALA’s memory–planning–action separa- 93

tion [18], ReAct’s interleaved reasoning and action [19], and Reflexion’s self-correction [20]. 94

It differs by grounding everything in the NATO Intelligence Cycle [4,14], extending Boyd’s 95



OODA-loop [21] or some of it more recent adaptations like OADA [5] and recent AI-for- 96

OSINT surveys [22,23]. Graph retrieval [8,17] turned out to be essential, considering simple 97

vector search could not handle entity-chain queries in any of our tests. 98

Looking ahead, H-CoD combines hierarchical outlining with iterative density refine- 99

ment so long reports can be both dense and structurally sound. The system runs entirely 100

on local infrastructure with open-source models. Next steps: adversarial robustness testing, 101

CTI feed integration, and further work on the vectorial similarity model for drift detection. 102
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